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ABSTRACT: An Embodied Conversational Agent was used as an interactive information kiosk 
host and guide for a major technology conference. Content analysis of a log of user questions 
revealed that general conversational questions dominated the interactions rather than situation-
specific requests for information, supporting the idea that users personify agents. The use of a 
general response data set is discussed as a means to facilitate the rapid development of personified 
intelligent agents. 

 
 

INTRODUCTION 
Software agents have been used in a variety of situations, often “replacing” the function of a human, such as tutor, 

greeter, web page host, interviewee, or “actor” in interactive simulations. Despite sometimes limited intelligence and 
language processing capabilities, agents often give the illusion that they are knowledgeable sources of information. The 
temporary suspension of belief that agents are not human is referred to as personification (Koda & Maes, 1996), and is 
attributed to the life-like combination of characteristics that an agent provides. While most users of agents realize that they 
are interacting with software rather than a real human, there is a tendency to treat computers and software agents as if they 
were actually human (Reeves & Nass, 1998; Lester, Converse, Kahler, Barlow, Stone, & Bhogal, 1997). Animated 
characters that look and behave in human-like ways raise expectations of human adaptation behavior (Andre & Rist, 2002). 

An embodied conversational agent (ECA) is a two-dimensional software representation of a human, hosted within a 
computer. Generally the term refers to an intelligent agent that has human-like elements to it, including graphical 
representation and conversational abilities (Cassell, 2000; Cassell, Bickmore, Campbell, Vilhjalmsson, & Yan, 2000). Most 
ECA have visual aspects to them, often consisting of a “talking head” or a head and shoulders image although full-bodied 
agents are also possible. Some ECA have the capability to react to spoken questions, while more commonly, they accept only 
text input. ECA typically have the ability to speak using synthesized voices of varying degrees of quality. Some agents are 
emotive, and can express feelings such as happiness or annoyance. 

An agent needs to be sufficiently conversational to perform required functions in its environment. A kiosk-based 
agent, for example, typically performs the tasks associated with an information booth in a public environment. In an 
information booth, visitors ask questions of a limited type and expect a focused, accurate response. This basic interactive 
structure is sometimes called a practical dialogue (Allen, Byron, Dzikovska, Ferguson, Galescu, & Stent, 2000).  Basic 
human to human interaction requires the ability to decode input messages and to fashion mutually coherent responses to this 
input (Yacci, 2000). When humans work in an information booth, the ability to conduct conversational dialogue is a 
presumed prerequisite skill – and one that is common across most average adults. However, ECA must be carefully crafted to 
be able to carry out practical dialogues – the less constrained the dialogue, the more complex the agent must be  

Kiosk-based agents have been created previously in several contexts, although much of the testing of such systems 
has been limited to user tests in controlled situations. One of the few reported studies in the context of a public kiosk-based 



agent was described by Gustafson, Lundeberg, & Liljencrants (1999) whose agent August used the personality of 19th 
century author August Strindberg to assist people without supervision in a Cultural Center in Stockholm. August was 
programmed with information about local sites and also contained information about the persona of Strindberg, who was 
well known to local users. Using this ECA, researchers were able to gather experiences and information over a 6 month 
period. However, much of the reporting on August describes the technical aspects of the system or else the efforts toward 
realism (1999). Little is reported regarding the actual interactions that occurred in the context which the agent was employed. 

A similar kiosk-based agent, Max, was deployed at the Heinz Nixdorf Museums Forum to serve as a museum guide. 
Max engages visitors in conversation regarding the museum and its exhibits. Visitors use a keyboard to interface with Max, 
who responds in simulated voice. Several similar systems are reviewed briefly (Kopp, Gesellensetter, Krämer, & 
Wachsmuth, 2005), although generally speaking, these systems are often laboratory-based rather than publicly accessible. 
From Max, an initial list of actual questions from users in this kiosk context was reported. 

Context can be thought of as the situation and environment in which a user interacts with a technical system to 
accomplish a purpose. Several theories of context currently exist, such as activity theory, situated cognition, and distributed 
cognition. Nardi’s (1996) review of these theories shows that each depends upon understanding the activities of a user in a 
specific situation, and that these user activities are dependent upon and influenced by the performance environment and the 
nature of the tasks that are to be achieved. Thus, the way a user interacts with an agent will be influenced by the context in 
which the agent “exists.” 

For example, computer-based telephone answering systems provide a context in which users are receive limited 
opportunities for communication. These systems usually have a system-directed conversation, in which the system provides 
options and the user is limited to selecting from these choices. A computer-based telephone system might, for example, 
provide the following practical dialogue:  (“For assistance with parts, press 1; for assistance with sales, press 2; for hours of 
operation, press 3.”) When using these systems, users have limited expectations about the capacity of the systems, and 
expect to be guided through a series of “yes/no” questions, basic phone keypad input, or other simple interactions. The 
combination of tool, experience, task, and expectation create a context in which both user and dialogue system behave 

Each context indicates different expectations in the system users. Allen et. al (2000) suggest the practical dialogue 
hypothesis:  conversational skill needed for practical dialogue systems can be created more simply than general human 
conversational competence. In other words, simpler conversational processes are effective in these systems because user 
expectations are somewhat lowered by the context of the system. In the context of an information booth or kiosk, it is 
expected that visitors will primarily be asking questions regarding location, times, features, and perhaps recommendations.  
Given the obvious computerized nature of the agent, the practical dialogue hypothesis would suggest that a user’s 
conversational expectations for the agent would be lower than that of an actual human. That is, people would not expect the 
agent to have the ability to react to the wide variety of questions that a human could.   

However, the idea of personification states that life-like agents create an illusion of reality due to the temporary 
suspension of belief that may occur, because the agent looks and behaves in a somewhat believable manner. This suggests 
that a personified agent would be more believable and that its users would expect more than simple practical dialogues. The 
persona effect was noted in students in an intelligent tutoring context (Lester, Converse, Kahler, Barlow, Stone, & Bhogal, 
1997) in that it provided additional motivational benefits to students – perhaps similar to the way that a friend would provide 
motivation. It is possible that personification could impact users of a kiosk-based ECA, altering the types of questions that 
they might ask of the agent. This would impact the nature of the dialogue between agent and visitor, changing it from 
primarily functional (regarding the event or organization) to personal (regarding opinions, feelings, and personal history).  

QUESTION CATEGORIES 
General research on questioning behavior has a long history. Lehnert’s early work (1978) in computing and 

cognitive psychology and Graesser & Black’s work in AI (1985) both created categories and structures for generic question 
types. Specific investigations of questioning in a broad range of domains included stories, blocks, aircraft flight, medical 
diagnosis and travel systems.  

Despite the technical advances in graphics, input interfaces, and reasoning capabilities in agents, there are few 
empirical studies on actual human-agent communication in specific contexts. For example, when facing the task of creating 
and implementing an ECA in a practical, information-intensive capacity as a kiosk agent, there was little published guidance 
(beyond Max) as to what to expect from actual users in this particular situation; there is little empirical description of what 
users will say to agents in a kiosk capacity, with what frequency, and with what depth. Generalizing from the existing data is 
problematic due to the unpredictable effect of context. 



THE STUDY 
This study investigated the question: how do visitors at a technical festival communicate with a kiosk-based agent? 

This qualitative study was exploratory in nature, with the goal of developing more clear descriptions of the interactions in 
this context, which could guide future development of embodied conversational agents.  

To answer this question, the interactions between a kiosk-based ECA and multiple users were logged for the 
purpose of categorizing the types of interaction that an ECA carries out. An information kiosk agent was constructed and 
used at RIT’s Innovation and Creativity Festival, a one-day technology festival that attracts over 20,000 people.  The 
“Banter with Bill” agent was developed to serve the function of an information kiosk at the festival. Bill was modeled after 
RIT’s President Bill Destler, who granted permission for his photo-realistic image to be animated into an ECA. The “Banter 
with Bill” information kiosk used a Macintosh computer with an external 19 inch monitor allowing users to communicate 
with the agent using text keyboard entry. Bill’s animated responses were lip-synched computer-generated audio speech, also 
echoed in printed text in a word balloon on screen. The agent was created using a set of custom Javascript text parsers run 
from a web client, and utilized Microsoft Agent to implement the visual characteristics of the agent.  

The technology conference was selected for data collection because of the broad base of users from many 
backgrounds ranging from children to grandparents, tech savvy to computer novice. People were able to ask Bill questions 
using an on-screen text input box; as noted, the agent responded in computer-generated voice while echoing the answer in 
print onto the screen. The home screen of the Banter with Bill kiosk suggested that Bill was knowledgeable about the festival 
itself and also about RIT in general. Therefore, designers expected a large number of questions in these two domains, as 
these domains were explicitly prompted on the opening screen. To accurately provide festival data, the festival’s database 
was integrated with the agent, giving Bill access to detailed descriptive information (such as times, locations, and summaries) 
concerning the 400 festival exhibits. Additionally, Bill was provided with general location knowledge so that he could 
answer questions about transportation, rest rooms, and food availability during the festival. These were considered to be 
likely topics that would be asked by the users. Almost as an afterthought, Bill was provided with answers to general 
questions that might arise, such as greetings, and personal questions that might be directed to the University’s President. 
Many of these questions were answered with a sense of humor as suggested by Plantec (2004). Short, focused questions were 
expected rather than lengthy, in-depth dialogues or interviews.  

The technical details of Bill’s design are not provided in this report, but are available in other articles by the authors. 
Bill’s responses were hard-coded, which simplified the construction of the agent and allowed for personality to be easily 
added to the agent. Plantec (2004) used a similar approach, claiming that personality injected into agents gives the 
impression that the agent comprehends more than perhaps it does. Users will thus “attribute all sorts of wisdom to him or 
her” according to Plantec. The user interface for Banter with Bill is shown in Figure 1.  

 

 
Figure 1. The user interface for Banter with Bill 

 
The project attempted to use conversational grounding (Hinkelman, & Spackman, 1994) as part of Bill’s response 

capabilities. Grounding is an effort by the listener in a conversation to make it clear to the speaker that the listener has indeed 
understood the utterance. This is usually achieved by echoing a word or by paraphrasing the intent of the question. While 
common in human communication, it is tricky to achieve when humans communicate with agents. Conversational grounding 
was achieved in limited manner in two ways: (1) Bill had occasion to paraphrase the intent of the user with phrases such as 



“Are you asking about the location of an exhibit?” and (2) because we knew the keywords that were used in the user’s input 
question, they could be echoed back to the user in some cases, such as “How is your wife?” followed by “My wife is fine.”  
This attempt at achieving common ground with the user made the dialogue somewhat deeper and again strengthened the 
illusion of understanding. 

As suggested by previous studies (Cassell, Bickmore, Campbell, Vilhjalmsson, & Yan, 2001; Andre & Rist, 2002), 
the designers of the system anticipated some degree of conversational conventions, such as greetings. Turn-taking was 
constrained by the keyboard input and actually provided a fairly intuitive model of dialogue. Conversational ability was 
somewhat shallow, as there was only limited tracking of conversational topic or state. There were a few conversational paths 
in which Bill requested follow-up information or clarity from the user. However, a lengthy conversation would quickly 
expose the limited “recall” in the agent. As stated previously, it was expected that users would ask focused, practical 
questions as they might in a human-operated information booth.  

DATA COLLECTION 
Throughout the day of the festival, the agent was up and running for a total of 7 hours. During that time, the kiosk 

was visited constantly; 939 questions were logged. These data were saved to a text file directly from the kiosk throughout the 
day, and later entered into a spreadsheet for analysis. Researchers observed the kiosk for the entire duration of the festival 
and reported that by-and-large users were very entertained by the agent. Conference visitors ranging from children to adults 
used the kiosk and interacted with the agent although no exact count was taken.  

Anecdotally, when the agent provided accurate and conversational responses for a series of questions, users were 
generally delighted and impressed with the system. However, a “bad series” of responses often frustrated the users who felt 
that the entire system was a failure. The sense of the observers was that users alternatively ascribed too much or too little 
intelligence to the system. Few seemed to intuitively realize its design as a limited information-provider. Many users simply 
wanted to test the system’s limits (as described below) rather than to get any actual information. 

RESULTS 
A content analysis procedure was used to categorize the data. Two researchers independently clustered the data into 

individually created categories. The categories were compared, defined, and discussed. Redundant categories were 
eliminated or combined into a final composite set of nine categories. Data were then again independently sorted into these 
composite categories by the researchers. After several rounds of discussion, a final classification resulted in agreement on the 
classification of 929 of 939 comments (98.9% inter-rater agreement). It should of course be noted that this consensus is one 
possible interpretation of the data, and that other categories could have emerged from an analysis by other researchers. 
However, the general themes provided below are likely to have emerged under almost any analytical circumstances. The 
classification categories, definitions, and example responses and frequency of each category from the data set are provided 
below. 

1.1 Category Results 
Table 1 below lists the number of questions sorted into each of the previously described categories. 
 

Question 
Category 

Explanation Example Visitor 
Question 

Number of 
Responses 

Personal/general  general questions that could be asked of any 
agent even if the personality or context was 
different 

“do you have any pets?” 201 

Event/festival  general and specific questions about the 
festival 

“how many people are 
here at the festival 
today?”or  “where is the 
hot dog robot?” 

156 

Bill persona  specific questions directed to the persona of 
Bill, where the user behaved as if speaking 
with the real Bill Destler 

“how many banjos do 
you own?” 

126 

Outsmart the system questions that were intended to confuse the 
system or find flaws in the system 

“how many gallons of 
water are in the ocean?” 

113 

Greeting  opening and closing statements, catchall 
greetings, and conclusions 

“hello”,  “goodbye 102 



Unknown  this category is used for phrases, single words, 
and nonsense that could not easily be 
categorized.  In some cases, these words or 
phrases were a visitor’s response to a question 
from the agent, and consequently, they do not 
make sense alone 

“yes”, “what,” and 
“FDDFGH” 

    93 

RIT and Rochester  questions both specific and general about RIT 
or Rochester  
 

“when was RIT 
founded?” 

 75 

About the agent  specific questions to the agent itself “who created you?”  32 

Misunderstanding 
the system  

questions from people who did not appear to 
understand the purpose of the system 

“what time is it?” 
“where are you now?” 

 31 

Table 1. Categories, Explanation, Example and Response Count 

 
From these categories, many of the question types were predicted, such as Event/festival and Bill persona. However, 

the proportion of questions in the Personal/general category was quite unexpected. Additionally, the number of users who 
were simply attempting to Outsmart the system was not anticipated. 

A further grouping of these categories into dichotomous meta-categories reveals an interesting pattern. Context-
specific questions that would only be asked at this event allowed us to cluster Bill persona, Event/festival, and RIT and 
Rochester questions together. Essentially, these question types can be thought of as context-specific questions that would not 
be relevant (or even asked) if this agent were to be placed into a different environment, such as a museum. The remaining 
questions (formed by combining the Outsmart the system, Personal/general, About the agent, Misunderstanding the system, 
Greeting, and Unknown categories) constitute General questions that would essentially be unchanged and unaffected by 
context or environment. These general questions could be asked to another agent at a different location, and the agent 
responses would not change. These meta-categories, the count, and percentage in each category are displayed in Table 2 
below. 
 

Question Meta-
Category 

Number and Pct. Of 
Responses 

General Questions  572   (61.57%) 

Context Specific  357 (38.43%) 

                Table 2. Question Meta-Categories 

 
DISCUSSION/CONCLUSIONS 

The results of this study show that 61.5% of the questions or comments recorded during the 7 hours of using the 
agent were general and only 38% of the questions or comments were specific to context and location. This result has 
implications for the overall design of agents, particularly the rapid development of agents.  

Portability is described as the ability to apply an interface to a new domain or application and is a desirable aspect 
of any dialogue system to increase development speed. Because 60% of the interactions in this situation were general 
interactions, this suggests that agents could be built with portability in mind by sharing a common, general conversational 
response corpus with no loss of conversational ability. In essence, the personification aspects of the agent would not change 
between contexts. Sharing 60% of a response set across any implementation context suggests drastic reductions in 
development time for future agents. Improvements to this response set can be isolated from context-specific content that can 
be entered and reviewed locally. Ideally, a generic data set will increase over time, and become much more robust. 

Future development for this project will investigate the creation of a general response corpus that can be useful for 
rapid development of ECA. This general data set could be used in future conversational agent development, and help 
decrease development time by using a standard set of responses, because a large portion of the conversation is generic, and 
does not pertain to the specific context. Content modules related to specific environments can be developed in isolation and 



combined with general responses to create seamless conversational agent that can respond to both general conversational 
cues and specific content. 

Although this version of Bill used limited dialogue capabilities, later versions of Bill have shown much more 
promise through the use of machine learning techniques. This enables Bill to be a more accurate when reacting to a broader 
cross-section of user questions, providing higher quality dialogues. 
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